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Goals and terminology

« |dentify three concepts of GPU architecture
— Know design space

— Establish intuition: Which algorithms / workloads are suitable for
these architectures?

— Best results obtained when "thinking data parallel"
— Not about: Detailed optimization for one architecture

« Terminology

— Not entirely technically correct, but we use the following
synonymously (pick your language):
» Vertices / fragments / primitives / shaders (graphics)
 Work items (OpenCL)
 Compute threads (DX11 Compute)
 CUDA threads
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What's in a GPU?

HW
or
SW?

Heterogeneous chip multi-processor (highly tuned for graphics)
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Example operation

sampler mySamp;
Texture2D<float3> myTex;
float3 lightDir;

float4 diffuseShader(float3 norm, float2 uv)

{
float3 kd;

kd = myTex.Sample(mySamp, uv);
kd *= clamp( dot(lightDir, norm), 0.0, 1.0);
return float4(kd, 1.0);

Independent, but no explicit parallelism
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Compile shader

sampler mySamp;

Texture2D<float3> myTex;

float3 lightDir;

1 unshaded fragment input record D

!

<diffuseShader>:

sample ro, v4, to, so
r3, vo, cbe[o]

mul

float4 diffuseShader(float3 norm, float2 uv) Nz [
madd r3,
{ )
clmp r3,
float3 kd;
mul 00,
kd = myTex.Sample(mySamp, uv); mul o1,
kd *= clamp ( dot(lightDir, norm), 0.0, 1.0 mul o2,
) mov o3,
return float4(kd, 1.0);
}
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1 shaded fragment output record



Execute shader

ALU

(Execute)

==

_J

!

<diffuseShader>:

sample ro, v4, to, so

mul r3,
madd r3,
madd r3,
clmp r3,
mul 00,
mul o1,
mul o2,

mov 03,

One instruction stream per fragment
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CPU-“style” cores
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Slimming down
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ALU

(Execute)

==

dea #1:

Remove components that

nelp a single instruction

stream run fast
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Two cores

fragment 1

_J
!

ALU

(Execute)

ALU

(Execute)

|

|
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Four cores




Sixteen cores

16 cores = 16 simultaneous instruction streams
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Instruction stream sharing
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But... many items should
be able to share an instruction

stream!

<diffuseShader>:

sample ro, v4, to, so

mul r3, vo,
madd r3, vi,
madd r3, v2,
clmp r3, r3,
mul 00, ro,
mul o1, ri,

mul o2, r2,

cbo[0]

cbo[1], r3
cbo[2], r3
1(0.0), 1(1.9)
r3

r3

r3

mov o3, 1(1.0)



Recall: simple processing core

ALU

(Execute)

|
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Add ALUs
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ALU 1

ALU 2

ALU 3

ALU 4

ALU 5

ALU 6

ALU 7

ALU 8

ldea #2:
Amortize cost/complexity of

managing an instruction
stream across many ALUs

SIMD processing



Modifying the shader

<diffuseShader>:

sample ro, v4, to, so
mul r3, vo, cbo[9]
madd r3, vi, cbo[1], r3

madd r3, v2, cbo[2], r3
ALUL1|| ALU2| | ALU3| | ALU4 clmp r3, r3, 1(0.0), 1(1.0)
mul o006, ro, r3

mul o1, ri, r3
ALUS|| ALUG| | ALU7 || ALU8

mul o2, r2, r3

mov o3, 1(1.0)

Original compiled shader:

Processes one fragment
using scalar ops on scalar
registers
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Modifying the shader

<VEC8_diffuseShader>:
VEC8_sample vec_ro, vec_v4, to, vec_soO

VEC8_mul vec_r3, vec_vO, cbo[0]

VEC8_madd vec_r3, vec_vil, cbo[1], vec_r3

VEC8_madd vec_r3, vec_v2, cbo[2], vec_r3

ALU 1 ALU 2 ALU 3 ALU 4 VEC8_clmp vec_r3, vec_r3, 1(0.0), 1(1.9)

VEC8_mul vec_o@, vec_ro, vec_r3

ALU 5 ALU 6 ALU 7 ALU 8 VEC8_mul vec_ol, vec_ri, vec_r3

VEC8_mul vec_o2, vec_r2, vec_r3

VEC8_mov vec_o3, 1(1.0)

New compiled shader:

Processes 8 fragments
using vector ops on vector
registers
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Modifying the shader

ALU 1

ALU 2

ALU 3

ALU 4

ALU 5

ALU 6

ALU 7

ALU 8
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<VEC8_diffuseShader>:

VEC8_sample vec_ro, vec_v4

VEC8_mul vec_r3,
VEC8_madd vec_r3,
VEC8_madd vec_r3,
VEC8_clmp vec_r3,
VEC8_mul vec_o@,
VEC8_mul vec_o1l,
VEC8_mul vec_o2,

VEC8_mov vec_o3,

vec_veo,
vec_vl,
vec_v2,
vec_r3,
vec_ro,

vec_rl,

vec_r2,
1(1.0)

!

.

, to, vec_so
cbo[0]

cbo[1], vec_r3
cbo[2], vec_r3
1(0.0), 1(1.0)
vec_r3

vec_r3

vec_r3




128 elements in parallel
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16 cores = 128 ALUs
= 18 simultaneous instruction streams



But what about branches?

WO OOEIE]

Time
(clocks) ALU1ALU2 ... ... ALUS

<unconditional shader

code>

if (x >0){
y = pow(X, exp);
y *= Ks;
refl =y + Ka;

} else {
x =0;
refl = Ka;

}

<resume unconditional
shader code>

Speedup Workshop



But what about branches?

LROO0O0OO®

(clocks) ALULALU2 ... ... ALUSB

<unconditional shader
code>

y = pow(X, exp);
y *= Ks;
refl =y + Ka;

} else {
X =0;
refl = Ka;

}

<resume unconditional
shader code>
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But what about branches?

LROO0O0OO®

(clocks) ALULALU2 ... ... ALUSB

Not all ALUs do useful work!
Worst case: 1/8 performance
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<unconditional shader
code>

if (x > 0) {

} else {
X =0;
refl = Ka;
}

<resume unconditional
shader code>




But what about branches?

LROO0O0OO®

(clocks) ALULALU2 ... ... ALUSB
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<unconditional shader
code>

if (x > 0) {

} else {
X =0;
refl = Ka;
}

<resume unconditional
shader code>




Clarification

SIMD processing does not imply SIMD instructions

« Option 1: Explicit vector instructions
— Intel/AMD x86 SSE, Intel Larrabee
e Option 2: Scalar instructions, implicit HW vectorization

— HW determines instruction stream sharing across ALUs
(amount of sharing hidden from software)

— NVIDIA GeForce (“SIMT” warps), ATI Radeon architectures

] ] C I 0 e 30 0 0 0 0 3 01
LI e e e e e O e e e e e e 3030 e 30 i1

HHH B

In practice: 16 to 64 fragments share an instruction stream
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Hiding stalls

Time ltem1...8 ltem 9... 16 ltem 17 ... 24 Item 25 ... 32
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© © ©

Runnable
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