






Query Example II: Motif Finding

Image Source:
T. Coffman, 
S GreenblattS. Greenblatt, 
S. Marcus, 
Graph-based 
technologies for 
intelligence 
analysis, 
CACM, 47
(3, March 2004): 
pp 45-47
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The Big Picture

Mongo
Databases

Fast
Graph
Query

Analyst makes
queries.Graph resides in memory 

of supercomputer

Extract “Window”Extract “Window”

of supercomputer.
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Graph algorithms

• Driving applications are not traditional HPC:
h lth  t i  it  i f ti  – health care, proteomics, security, informatics, …

F d t l b t ti• Fundamental abstraction
– Standard introductory material covered in a computer 

science course on data structures and algorithms  butscience course on data structures and algorithms, but...

• There are few (if any) efficient distributed-memory • There are few (if any) efficient distributed-memory 
parallel implementations of even the simplest 
algorithm for sparse, arbitrary graphs!
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Informatics Graphs are Tough

• Very different from graphs in scientific computing!
G h   b  – Graphs can be enormous

– Power-law distribution of the number of neighbors
– Small world property – no long pathsSmall world property no long paths
– Very limited locality, not partitionable
– Highly unstructured
– Edges and vertices have types

• Experience in scientific computing applications 
provides only limited insight

Six degrees of Kevin Bacon
Source: Seokhee Hong
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Architecture

• Challenges:
– Runtime is dominated by 

l

• Desired Features:
• Low latency / high 

latency
• Random accesses to 

global address space
• Perhaps many at once

y / g
bandwidth
– For small messages!

• Latency tolerantp y
– Essentially no 

computation to hide 
memory costs
A  tt  i  d t  

y
• Light-weight synchronization 

mechanisms
• Global address space– Access pattern is data 

dependent
• Prefetching unlikely to help
• Usually only want small 

G oba add ess space
– No graph partitioning required
– Avoid memory-consuming 

profusion of ghost-nodesUsually only want small 
part of cache line

– Potentially abysmal 
locality at all levels of 
memory hierarchy

– No local/global numbering 
conversions

O  hi  ith th  
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memory hierarchy • One machine with these 
properties is the Cray XMT



How Does the XMT (MTA) Work?
• Latency tolerance via massive multi-threading

– Each processor has hardware support for 128 threads
C t t it h i   i l  ti k– Context switch in a single tick

– Global address space,  hashed to reduce hot-spots
– No cache or local memory.  Context switch on memory request.
– Multiple outstanding loads– Multiple outstanding loads

• Remote memory request does not stall processor
– Other streams work while your request gets fulfilled

• Light-weight  word-level synchronizationLight weight, word level synchronization
– Minimizes access conflicts

• Flexibly supports dynamic load balancing
• MTA-2 vs XMT comparison:MTA 2 vs XMT comparison:

– XMT newly launched, MTA-2 is 7 years old
– XMT clock rate is 500 MHz, MTA-2 is 220 MHz
– XMT design scales to 100’s of processors,
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SNAP:
Small-world Network Analysis and PartitioningSmall world Network Analysis and Partitioning

• An open-source parallel graph framework for analyzing 
small-world interaction networks

10 1000  f h  i i  h– 10-1000x faster than existing approaches
– Can process graphs with billions of vertices and edges

• Parallel algorithms optimized for shared memory manycore, g
SMP and multithreaded systems

C t h O ti i dCompact graph
representation

Optimized 
graph kernels

Network Analysis
Techniques

30

q

Interaction data
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SNAP Framework

• We have designed fast parallel algorithms and efficient 
implementations for several graph theoretic problemsp g p p
– Graph representation
– Graph kernels: List ranking, Connected Components [ICPP05], 

Spanning tree [JPDC06], MST [IPDPS04], Graph traversal [ICPP06], g
Shortest paths [ALENEX07, MTAAP07]

– Algorithms: Centrality analysis [ICPP06], community identification 
[Madduri/Bader 07]

– Applications: Protein-interaction networks [HiCOMB06], social 
network analysis [Madduri/Bader 07]

• We integrate these implementations into SNAP, with 
optimizations for small-world networks
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Case Study 1: Breadth-First Search (BFS)

• Sequential BFS:                
using a FIFO queue

• Recent algorithms and 

)( nmO +
BFS on Scale-free (SF-RMAT) graphs
(200 million vertices, 1 billion edges)Recent algorithms and 

implementations for 
handling large-scale graphs: 

– graph partitioning [Yoo et. al. 
2005]
external memory [M  t  l  s)

7
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Time
Speedup

( , g )

– external memory [Meyer et. al. 
2006]

• Our design is a fine-grained 
algorithm, suited for 
multithreaded architectures on
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– All vertices at a given level in 
the graph can be processed 
simultaneously, instead of 
just picking the vertex at the 
head of the queue
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– The adjacencies of each 
vertex can be inspected in 
parallel

Results on MTA-2.

No. of processors

10 16 20 32 40
1 5
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Large-Scale Graph Results: 
Breadth-First Search

Multithreaded Random graph 2.3 s (p=40) Works well for 

Problem Graph Instance Result Comments

Breadth-First Search

Multithreaded 
(OUR RESULT)

Random graph
n=228 vertices
m=230 edges

2.3 s (p 40)
73.9 s (p=1)
Cray MTA-2

Works well for 
sparse real-world 
graphs

External Memory Random graph 8 9 HOURS State-of-the-art External Memory 
[Ajwani et al., 2006]

Random graph
n=228 vertices
m=230 edges

8.9 HOURS 
(MM_BFS_R)

State of the art 
external memory 
BFS

Multithreaded Random graph 4 53 s Largest arbitrary Multithreaded 
(OUR RESULT)

Random graph
Scale-free graph
n=400 M vertices
m=2 B edges

4.53 s
5.2 s
(p=40)
Cray MTA-2

Largest arbitrary 
BFS known results

edges C ay

Distributed 
Memory

[Yoo et al , 2005]

Random graphs
n=3B vertices
m=32B edges

4.7 sec on 
p=32K
IBM BG/L

Works only for Erdos-
Renyi random 
graphs.[Yoo et al., 2005] m 32B edges IBM BG/L graphs.

WORKS ONLY FOR SYNTHETIC GRAPHS
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Case Study 2: Social Network Analysis

• Centrality metrics: Quantitative measures to capture 
the importance of a node/vertex/actor in a graphthe importance of a node/vertex/actor in a graph
– Degree, Closeness, Stress, Betweenness

• Identifying central nodes in large complex networks • Identifying central nodes in large complex networks 
is the key metric in a number of applications:
– Biological networks, protein-protein interactionsBiological networks, protein protein interactions
– Sexual networks and AIDS
– Identifying key actors in terrorist networks
– Organizational behavior
– Supply chain management
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Biological Complex Networks

• Protein-interaction networks 
(PINs), signal transduction ( ), g
networks, biological pathways, 
food-webs

• PIN analysis: Novel protein • PIN analysis: Novel protein 
function prediction, 
identification of critical nodes

• High-throughput experimental 
techniques lot of biological 
data

• Protein-interaction datasets 
are available for yeast (high-
confidence)  human  fly

Giot L, Bader JS, …, Rothberg JM,
A protein interaction map of Drosophila melanogaster
S i 302 1727 1736 2003
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confidence), human, fly Science 302: 1727-1736, 2003.



Our Contributions

• Graph-theoretic analysis of the Human protein 
i t ti  t k  i i  l  18 000 interaction network, comprising nearly 18,000 
proteins and 44,000 interactions.

[B d M dd i  HiCOMB 2007]– [Bader,Madduri; HiCOMB 2007]

• Parallel algorithms for analysis of large-scale 
i t ti  t kinteraction networks
– [Bader, Madduri; ICPP 2006]

C f• Comparison of the yeast and human protein 
interaction networks, over time.
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Human PIN: Degree Distribution

HPIN d t t

• The degree distribution is 
similar to the yeast protein 

Lehner-Fraser human PIN (includes predicted interactions)
Degree distribution (6228 vertices, 35902 edges) 

10000

HPIN dataset
Degree distribution (18669 proteins, 43568 interactions) 

10000

interaction network 
(unbalanced, few high-degree 
proteins)

qu
en

cy 100

1000

qu
en

cy 100

1000 • Power-law graph models can 
mimic the degree distribution 
of PINs

Fr
eq

1

10Fr
eq

1

10 • Protein with the highest 
degree: Solute carrier family 
2 member 4, Gene Symbol 

Degree

0.1 1 10 100 1000
0.1

Degree

0.1 1 10 100 1000
0.1

SLC2A4, HPRD ID 00688, 
biological function: transport
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Betweenness Centrality (BC)

• Key metric in social network analysis
[Freeman ’77, Goh ’02, Newman ’03, Brandes ’03][Freeman 77, Goh 02, Newman 03, Brandes 03]

( ) ( )st v
BC v

σ
∑( ) ( )

s v t V st

BC v
σ≠ ≠ ∈

= ∑

• : Number of shortest paths between vertices s and t
• : Number of shortest paths between vertices s and t 

passing through v
)(vstσ

stσ

passing through v

• Exact BC is compute-intensive
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Exact BC is compute intensive



BC Algorithms

• Brandes [2003] proposed a faster sequential 
f Calgorithm for BC on sparse graphs

– time and          space for weighted )(nO)log( 2 nnmnO +
graphs

– time for unweighted graphs)(mnO

• We designed and implemented the first 
parallel algorithm:
– [Bader, Madduri; ICPP 2006]
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BC Computation: Parallel Performance 
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Number of threads

N=1M vertices, small-world graph
Results on multithreaded Sun Niagara T1



BC Analysis: 
Protein-protein interactionsote p ote te act o s
• We recently computed betweenness centrality scores for the 

human genome1 protein interaction networkg p
– [Bader, Madduri; HiCOMB 2007]

Human Genome Protein Interactions
Degree vs. Betweenness Centrality
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1 Lehner, Fraser. A first draft human protein interaction map, 
http://genomebiology.com/2004/5/9/R63



BC Analysis: 
Protein-protein interactions

Human Genome core protein interactions
Degree vs. Betweenness Centrality

43 interactions
Protein Ensembl ID

ote p ote te act o s
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BC Implementation Details

• We have designed and implemented parallel 
betweenness centrality for two shared memory y y
platforms:

S t i l lti  (SMP )– Symmetrical multiprocessors (SMPs)
• Modest number of processors
• Coarse-grained implementation, BFS/SSSP computations are 

done concurrentlydone concurrently
• Implemented on IBM p570

– multithreaded architecturesmultithreaded architectures
• Thousands of hardware threads
• Individual BFS/SSSP computation is parallelized
• Implemented on Cray MTA-2
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IBM p5 570

• 16-way Power5 symmetric multiprocessor 
• 1 9 GHz processor• 1.9 GHz processor
• 256 GB physical memory
• 32KB L1D  1 9MB L2  • 32KB L1D, 1.9MB L2, 

32MB L3
• 8-way superscalar• 8-way superscalar
• SMT on each core

• Supports a C and POSIX threads 
parallel implementation
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BC for IMDB movie actor network

Real-world instance: an undirected graph of 392,400 vertices (movie actors) 
and 31,788,592 edges. An edge corresponds to a link between two actors, if 
they have acted together in a movie. The dataset includes actor listings from 

ND-actor : IMDB movie-actor network
(392,400 vertices and 31,788,592 edges)

100000

y g g
127,823 movies.

Betweenness Centrality computation for the ND-actor graph
(392,400 vertices and 31,788,592 edges)
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Degree Distribution: Scale-free



BC for web graph
Betweenness Centrality computation for the ND-web graph

(325,729 vertices and 1,497,135 edges)
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Community Structure Detection

• Implicit communities in large-
scale networks are of interest 
i   in many cases
– WWW
– Social networks

Cit ti  t k– Citation networks
• Formulated as a graph 

clustering problem
Obj ti  f ti  i  • Objective function in 
clustering: informally, 
identify/extract “dense” sub-
graphsgraphs
– Metrics: intra-cluster vs. inter-

cluster edges

47

Image Source: Vizster (http://jheer.org/vizster/)



Collaborators

• Kamesh Madduri (Georgia Tech)
• Bruce Hendrickson (Sandia National Laboratories)
• Jon Berry (Sandia National Laboratories)
• Vipin Sachdeva (IBM Future Technology Innovation 

Center)
• Guojing Cong (IBM TJ Watson Research Center)
• John Feo (Microsoft)
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Conclusions

• “High-Performance Computing” is broadening to 
include data-centric computinginclude data centric computing
– Impact to emerging areas such as life sciences and 

informatics

• Several architectural features reduce the 
programmer’s burden and enable high-performance 
large-scale applications with irregular data large-scale applications with irregular data 
structures

• Manycore programming needs new paradigmsy p g g p g
• Massive graph analysis solves real-world challenges

David A. Bader,  Petascale Computing for Large-Scale Graph Problems 50



Backup slides
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Fluid Turbulence:  NSF PetaApps Grant

Turbulence is characterized by disorderly fluctuations over a wide 
range of scales in time and three-dimensional space

• Direct numerical simulation to capture all scales, increasing 
with Reynolds number

• Code capable of using N^2 processors for N^3 problem has 
been benchmarked at up to N=4096, 32K cores on BG/L at 
IBM Watson.IBM Watson.

• Large allocations of time for portable Codes at multiple 
TeraGrid sites

PetaApps Grant, Oct. 2007
Figure: 3-D volume 
rendering showing scalar 
dissipation rate for a 
weakly diffusive passive 
contaminant computed on 

pp ,
• Lead PI of collaboration with other turbulence specialists at 

UT Austin, U. Wash; high-level CS expertise at SDSC
• Scale up to at least 12288^3, extend to inhomogeneous 

flows and add chemical reaction 

FACULTY
P.K. Yeung, PI (Aerospace)
David A. Bader, Co-PI

co ta a t co puted o
SDSC DataStar machine 
on a 2048^3 grid (Image: 
A Chourasia, SDSC, D. 
Donzis, Georgia Tech)

• Make data/codes available to the community

www.ae.gatech.edu/people/pyeung/

,
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RNA Secondary Structure Prediction

• RNA is composed of smaller building blocks called 
bases (Adenine, Cytosine, Guanine, Uracil)

• Pairing and non pairing of bases is called “folding”• Pairing and non-pairing of bases is called folding
• Result of folding called secondary structure

Program Goals
Accurate  structure of large 
viruses such as:

•Influenza•Influenza
•HIV
•Polio
•Tobacco Mosaic
•Hanta

FACULTY
Christine Heitsch (Mathematics)
David A. Bader
Steve Harvey (Biology)
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NSF Computer Systems Research:
Design Optimizer for Scientific Applications (DOSA)
A F k f  O ti i i g S i tifi  A li tiA Framework for Optimizing Scientific Applications

• Design of a dynamic application composition system that provides high-performance computing and increased 
productivity 

• Develop a component library representation and example libraries. These are used by the automatic composition 
f fsystem to compose optimized applications in the face of dynamically changing resources.

• Develop the Design Optimizer for Scientific Applications (DOSA), a semi-automatic framework for software 
optimization. 

– DOSA will allow rapid, high-level performance estimation and detailed low-level simulation.

• Demonstrate the DOSA framework on applications from several computationally-intensive areasDemonstrate the DOSA framework on applications from several computationally intensive areas
– This demonstration will include three representative compact applications in molecular dynamics (floating-point arithmetic), 

dynamic programming (integer), and graph theory (sparse data structures); and one complex, full application for computational 
chemistry.

FACULTY

D id A B d PI (CSE)

www.nsf.gov/awardsearch/showAward.do?AwardNumber=0708307

David A. Bader, PI (CSE)
Viktor Prasanna, (Univ of Southern California)
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SWARM: SoftWare and Algorithms
for Running on Manycore

SWARM has been introduced as an open 
source parallel programming framework. It is a p p g g
library of primitives that fully exploit the 
multicore processors. SWARM is built on POSIX 
threads that allow the user to use either the 
already developed primitives or direct thread y p p
primitives. 

SWARM has constructs for parallelization, 
restricting control of threads, allocation and de-

ll ti  f h d  d allocation of shared memory, and 
communication primitives for synchronization, 
replication and broadcasting. 

The framework has been successfully used to 

Supported by a Microsoft 
Research Faculty Award in 
P ll li d CThe framework has been successfully used to 

implement efficient parallel versions of 
primitive algorithms.

Parallelism and Concurrency

FACULTY

multicore-swarm.sourceforge.net

FACULTY

David A. Bader
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NSF Cyberinfrastructure for 
Phylogeny Research (CIPRES)Phylogeny Research (CIPRES)

CIPRES aims to establish the cyber infrastructure 
(platform software database) required to attempt(platform, software, database) required   to attempt 
a reconstruction of the Tree of Life (10-100M 
organisms)

NSF ITR Large award, $12MNSF ITR Large award, $12M

FACULTY

David A. Bader, Director of HPC

www.phylo.org
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